MONT 105N – Analyzing Environmental Data


Chapter 12 Project:   Understanding Randomness, Variation, and Sampling

Names:                                                 Chris, Mike O.                _______________

Introduction and goals


To understand some of the statistical topics we will look at next, it will be good to have some more intuitive understanding of the process of taking samples (random or otherwise) from a population, and the variability that is built into statistics that are produced by that process.  We will also practice with some additional features of Excel that may be useful for your work on the last group project and your Final Project for this course.  This project will not focus on an environmental data set, but instead will use “synthetic” data produced in a couple of different ways.   Most of your work for this will be contained in a spreadsheet file.  To help me keep track of your submission, name these files with your last names.  Submit your spreadsheet file, your answers  to the questions in item III below in this file.   Assignment is due:  Monday, March 25, by email to jlittle@holycross.edu.

I.  Constructing a first “population” and taking samples from it



Open a new Excel spreadsheet and enter the formula  =RAND()  in cell A1.  As we mentioned briefly in class one day before the Spring break, this function computes a random value from a uniform distribution on the interval 0 to 1.   Copy and paste that into all the cells in the block extending from column A through column J and row 1 through row 20 (200 cells in all).  Show 3 decimal places in all of the numbers.  You now have a random sample of size 200 from that uniform distribution.   

Because of a “quirk” of the way Excel deals with spreadsheets containing this RAND() function in formulas, you will see that if you now enter a formula in another cell of the spreadsheet and calculate that other value, all of the numbers in this block will be recomputed too.  To “turn that feature off”  (it's annoying!)  highlight the whole block and from the tool bar select Edit/Copy.  Then Edit/PasteSpecial, highlight only the option for Values  (or Numbers in Open Office), then OK.  If you examine the contents of the cells in the block now, you should see just numbers, not the formulas that generated them. 

Now perform the following calculations:

A.  Compute the average (mean) and the SD of the 200 numbers.

B.  Next compute the data needed for a frequency histogram showing the distribution of this “population” of 200 numbers.  Here's a “shortcut Excel method” for doing this.   Since all the numbers are between 0 and 1,  we can use 10 equal bins with upper boundaries at 0.1, 0.2, …, 1.0.  Enter those numbers into cells in one column in the spreadsheet at least three rows below the block of 200 cells above (say in column A and rows 31 to 40).   Then in the parallel column B, highlight the squares in all 10 rows next to the bin boundaries (cells B31 - B40). In the last cell at the bottom enter the command: =FREQUENCY(A1:J20,A31:A41), and press SHIFT-CTRL-ENTER all together.  The whole frequency table should be computed and displayed.

C.  Generate a frequency histogram using the computed frequencies with the bins as above.

D.  Now, we consider sampling from this “population.”  Notice that the block A1:J20 can be thought of as either: 

· 20 rows (horizontal) with 10 cells in each, or as 

· 10 columns (vertical)  of 20 cells each.  

We will think of those as two different groups of samples from the population consisting of all 200 of the numbers– one group of 10 samples of size 20 from the columns, and as second group of 20 samples of size 10 from the rows.  (These are not really random samples, of course, since they are constructed in this systematic way.  However the whole block was computed by processes that produce random-looking results, so it will do no harm to think of them as random.)

1. Compute the averages of each of the 20 rows and put those averages in the cells L1:L20 (i.e. in the cells in column L parallel to the block)

2. Find the mean and SD of the 20 row averages from step 1.  Generate a frequency histogram for those 20 values using 5 bins.  (You will need to decide on appropriate bin boundaries by examining the values you get.)

3. Compute the averages of each of the 10 columns and put those averages in the cells A22:J22 (i.e. in the cells in row 22 under the block).

4. Find the mean and SD of the 10 column averages from step 3.  Since we only have 10 of these, making a frequency histogram is not too meaningful, so you do not need to do that.  

E.  Save all your work.  

II.  Constructing a second population and sampling from it

Open a second tab (sheet) in your spreadsheet and enter the formula 

=SQRT(-2*LN(1-RAND()))*COS(RAND()*2*PI()) 

in cell A1.  (This might be tricky – if you get an error message, check the parentheses carefully and make sure they are exactly as above.)  Copy and paste that into all the cells in the block extending from column A through column J and row 1 through row 20 (200 cells in all).  Show 3 decimal places in all of the numbers.    Repeat parts A – E above for this new data set, except that you will need to decide on appropriate bin boundaries for the histograms.     (Don't worry about exactly what the formula means – it's essentially “black magic!”)

III.  Understanding what was going on – Answer the following questions

1. Note that RAND() appears in both formulas you used to generate the “population data sets”  in both sections I and II above.     Again, this is a built-in Excel formula that generates random (more precisely ``pseudo-random'') numbers in the interval from 0 to 1.  Looking at your population histogram from the first data set, what can you say about the distribution of those numbers?  Do they seem to be reasonably uniformly distributed?    What about the second data set where you used the “black magic” formula?  Does that one seem to have a (more) normal-shaped distribution?

The distribution of the numbers from the first histogram is relatively equal. Some numbers are higher than others, but there is no pattern to the distribution. The second set of data however proved to be unevenly distributed, with the lowest frequency of values towards the ends of the set of data, and the highest values being in the middle, which is a more normal distribution.

2/2 – Yes, that is the expected behavior.

2.  What about the distributions of the row and column averages in both cases, what did the distributions look like there?   Were they apparently (more) normally distributed?  Did it depend which data set they came from?


In the first set of data, where the distribution of the histogram did not have any particular pattern, the column and row average histograms are both normal distributions. In the second set of data, the row average histogram is normal, but the column average histogram is oddly distributed.

2/2 – OK, but the issue there is that you took the bin boundaries too far apart.  The column averages are more closely “bunched together” so you need narrower bins to see more of the detail of how things are distributed.  

3.  What can you say about the SD's of the original population, the SD's of the averages of the samples of size 10, and the SD's of the averages of the samples of size 20?  In particular, was one of these consistently the largest and one consistently the smallest?  If the pattern was not entirely consistent, was there a general trend?


In both sets of data, the Standard Deviation values lessened as the number of values lessened, so the SD of 200 is the largest, then 20, and then 10 is the smallest. This makes sense because the SD of 200 is the largest set of data and has not been averaged. The Row SD is in the middle because there are fewer values, but is still low because the values have already been averaged. Last comes the Column Average, which is the lowest due to having the fewest values and being averaged multiple times.  

3 out of 4:  This is not correct.  I think you were misinterpreting the SD's.  Your values were like this for data set I:                       

                                                Overall SD = .293

                         SD for samples of size 10 = .090  (these are the rows)

                         SD for samples of size 20 = .069  (these are the columns) 

The size refers to the number of numbers in the sample, not how many of the samples you have.  

4. If we redid these computations with any fixed rule for computing the “population” values, would it always be true that the average of the row means is the same as the population mean?  Similarly for the average of the column means?  (Hint: algebra!)


Yes, if we redid the computations for total population mean and then column and row means, it would come out the same. Mean is not affected by how many times and when the calculations are done, because the algebra assures that the change is proportionally correct, as long as the data is constant and consistent. 

1 out of 2 – Not exactly.  The point is that either way, you are actually adding up all of the entries in the table and dividing the overall sum by 200.  So the overall average must equal the average of the row means and the average of the column means.  

5. What would truly random samples of sizes 10 or 20 from these populations look like?  Suggest a way to generate such samples.  


It is basically impossible to produce perfect randomness because human involvement will have some sort of impact on the values. This means that in order to get effective randomness, human intervention must be at a minimum. Truly random samples from the population would be able to pass as values in the table, but they will collectively all be fairly close because the data set is constant and the randomness is the same level throughout.

2/2 – OK.  You could do something like throw dice to determine which numbers to use.

6. If we had 20 truly random samples of size 10 from either of these populations, would the average of the sample means be the same as the population mean?  (This is the same question as 4 above, but for a different way of producing the samples.)  Explain your answer.


The individual row and column mean for each of the samples would vary by a given amount, but the average of those rows or columns collectively will be equal to the population mean. So if we had 20 truly random samples of size 10 from either of these populations, the average would be the same no matter what. Our data shows that the average of the row and the columns is the same as the population mean, but the averages of the individual rows and columns will vary. 

1 out of 2 :  Actually No.   If you had truly random samples, there would be no reason why some of the data entries from the population couldn't appear more than once, while others did not appear at all.  In that case, the average of the sample means might be different from the population mean.  

20 out of 20 for spreadsheet:

Total:  31/34



